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Abstract. Malicious Windows executables still constitute one of the
major threats to computer security. Various machine learning-based ap-
proaches have been proposed to distinguish them from benign appli-
cations or perform family classification, a critical task for threat intel-
ligence. However, most of these techniques do not explicitly model the
relationships between the various parts of the code. Additionally, the pro-
posed systems, including deep learning ones, were vulnerable to adver-
sarial attacks. This paper presents a novel, static learning-based method
to detect and classify executables based on call graph fingerprinting. In
particular, we generate a fingerprint for each call graph based on user-
defined and library functions. Then, we represent the information sent to
the classifier through a MinHash encoding that increases the overall sys-
tem robustness against fine-grained modifications. The attained results
show that our proposed approach can accurately distinguish malware
families from each other by showing intriguing robustness properties.
We claim that these results make this approach a promising research
direction that deserves further exploration.
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1 Introduction

Malware is a generic term to define malicious programs that perform actions
that can compromise a digital system’s confidentiality, integrity, and availabil-
ity. Cyber attackers use malware to gain economic benefits from cyber attacks,
targeting everyday users and state and industry computer systems. In particular,
x86 malware targeting MS Windows is still one of the most critical threats 1

The rise and development of artificial intelligence (particularly machine learn-
ing) was employed as a plausible alternative to classical anti-malware signatures
to perform malware and family classification [1,2,3,4,5,6]. However, using this

1 https://www.malwarebytes.com/resources/files/2021/04/mwb
stateofmalware2021 exec-summary with-cta final.pdf

https://www.malwarebytes.com/resources/files/2021/04/mwb_stateofmalware2021_exec-summary_with-cta_final.pdf
https://www.malwarebytes.com/resources/files/2021/04/mwb_stateofmalware2021_exec-summary_with-cta_final.pdf
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technology also brought an entirely new set of challenges [7], mainly related to
the necessity of devising feature sets embedding features strictly related to the
sample maliciousness. An alternative approach to traditional systems has been,
in these years, focusing on deep learning models [8].

However, both strategies exhibited so far two significant limitations. The first
one is that they employ information that does not typically represent the connec-
tions between the various parts of the executable code (e.g., opcodes, network
traces, and similar). The second limitation is the ease with which adversarial
attacks can evade most of these systems, as attackers can perform simple modi-
fications to the executable to achieve evasion.

To address the problems described above, we propose a novel approach to the
detection and discrimination of x86 Windows malware families. In particular,
we defined a feature extraction technique based on a so-called static behavioral
fingerprint for a given malware sample. A fingerprint is a compact representation
of the function call graph of an executable, which synthesizes the operational
characteristics of its procedures and their relationships. The fingerprint is en-
coded through a MinHash representation that constitutes the feature set that
is fed to a traditional learning-based model. The idea here is to break the direct
relationship between the functions and the feature representation that depends
on the graph. In this way, even if the attacker knew the characteristic of each
MinHash, it would be challenging to perform fine-grained modifications to ob-
tain the desired representation. In other words, we are increasing the practical
challenges that the attacker has to face to evade the system. The system will be
released under an open-source license.

We tested the accuracy and robustness of our system on a dataset composed
of more than 5000 executables divided into 20 families. Our preliminary ex-
periments show that our system can accurately detect and classify them with
encouraging computational performances. Moreover, we tested the robustness
of our system on two practical black-box attacks, showing intriguing properties
which would increase the attacker’s effort to achieve effective evasion and con-
fuse our system. The attained partial results are promising and demand more
research to unravel this approach’s potential entirely.

The rest of the paper is organized as follows: Section 2 provides the basics on
Windows executables and the related work; Section 3 presents the methodology
employed in this work; Section 4 shows the experimental results attained with
our approach; Section 5 closes the paper by sketching possible future work.

2 Background and Related Work

Background. The structure and organization of binary executables strongly
depend on the operating system they are running on. This paper focuses on
Windows executables, also known as Portable Executable (PE) files.

A PE file is composed of a series of headers and sections. The headers contain
the necessary information to characterize and navigate the file structure, while
sections contain the real executable code and the executable’s data to operate.
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Among the most important sections are the following [9]: (i) .text, which con-
tains the executable code in terms of assembly instructions; (ii) .data, which
contains the initialized read-write data marked as non-executable; (iii) .rdata,
which contains read-only initialized data marked as non-executable. As it will be
explained in the next sections, our approach focuses on analyzing the call-graph
of malicious executables by extracting user-defined functions from the .text

section.

Related Work. Machine learning techniques have been developed for over a
decade to create a more substantial protection mechanism against new malware
samples and detect their families. In the case of x86 malware, the main idea is to
identify common behavioral patterns in discriminant features extracted from the
analysis of PE files. Two main categories of features are typically extracted from
these files [6]: (i) static features, which characterize the behavior of a sample
without requiring execution. This involves analyzing the PE header, data, and
code sections to find potential threatening signs of malicious operation. A popu-
lar example is Ahmadi et al.’s work [4], where the authors extracted features from
various executable parts (e.g., symbols, opcodes, sections) and combined them
with measurements such as file entropy. (ii) dynamic features, which leverage
file execution to acquire malicious traces from functional operations or specific
data access. For example, Lin et al. [2] employed information extracted by cal-
culating n-grams extracted from dynamic analysis reports. Mohaisen et al. [3]
employed information extracted from the artifacts left on the system by the dy-
namic execution of each sample, including registry modifications, changes in the
file system, and so forth.

Static analysis has also been employed with deep-learning systems in [10,11,12],
especially in distinguishing between malicious and benign files.

3 Methodology

This work proposes a static malware classification system that can detect and
classify non-packed executables. The system elaborates a fingerprint represen-
tation of the executable, using static analysis applied to a processed function
call graph to classify a malicious sample. In particular, this fingerprinting mech-
anism encodes the high-level behavioral features of the user-defined functions
in the graph by collecting their respective library function calls. Moreover, it
captures their relationships by compressing and clustering the structural graph
information.

The system is composed of four processing modules: (i) Pre-processing, where
the input executable is scanned to resolve all its user-defined and library func-
tions. (ii) Analysis, which constructs the graph by using all the functions infor-
mation collected in the previous phase. (iii) Feature Extraction, which computes
the fingerprint of the graph. (iv) Classification, in which a learning model pro-
duces a label that can be used to classify executable graph fingerprints.

Each module will be further discussed in the following sections.
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3.1 Pre-Processing and Analysis

These two phases are devoted to graph construction. First, we distinguish library
functions from user-defined ones. We minimize conflicts between library names
by finding those wrongly characterized as user-defined functions and renaming
them back to their original symbol in the executable. We used Ghidra and func-
tion databases to find as many library functions as possible, both statically and
dynamically linked. In particular, the pre-processing module executes the follow-
ing steps: (i) it performs signatures matching of the function by using Ghidra;
(ii) it retrieves wrongly attributed user-defined function calls under library func-
tions; (iii) it removes or renames the found results. The pre-processing module
produces a list of user-defined functions and a set of library functions.

The analysis phase aims to construct the graph for a given sample by using
this output. A graph is so defined: nodes represent user-defined functions, edges
represent calls between said functions, and attributes represent library functions
used by that node. This representation differs from other works in literature
([13,14,15,16]). By not considering library functions as nodes but their attributes,
we have two advantages: (i) the graph size is reduced, as all the calls involving
library functions do not appear as node/edge pairs; (ii) libraries are treated as
general operational characteristics of each function written by who developed
the program. In this way, each node provides a general description of how each
user-defined function operates.

3.2 Feature Extraction

The feature extraction module aims to encode and compress the processed graph
information returned by the analysis stage. The final output is a compact matrix
that retains the structure of the graph along with its attribute information,
generating a so-called malware behavior fingerprint.

Background on Graphs and MinHash The main components used to gen-
erate a fingerprint are graph theory and MinHashing. Given a graph G = (V,E)
where V = {v1, v2, ..., vn} is the set of nodes and E = {{x, y}|x, y ∈ V } is the
set of edges that link nodes together, the adjacency matrix A of G is defined as
a square matrix |V | × |V | where Ai,j = 1 if {vi, vj} ∈ E else Ai,j = 0.

From the adjacency matrix it is possible to extract the neighborhood Nvx
of

a given node vx, or in other words all the nodes directly adjacent with it, defined
as Nvx = {vy|Ax,y ̸= 0}.

Each node vi can have a variable length set of attributes. f(vi) = {l1, .., lx}.
A graph signal can be defined as a vector s where |s| = n and is defined as
[f(v1) f(v2) ... f(vn)]

T .

MinHash (or the min-wise independent permutations locality sensitive hash-
ing scheme) is a technique for estimating the similarity of two sets. Its use in
malware analysis has been initially introduced by Raff et al. [5]. It is consid-
ered as an approximation of the Jaccard similarity, which given two sets A,B is

defined as J(A,B) = |A∩B|
|A∪B| .
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The MinHash computation relies on the use of an hash functions h applied
to m permutations of an input x such that:

MinHashm(x) = [min(h(permi(x)))|i ∈ (1,m)] = [m1,m2, ...,mm] (1)

For two setsA andB, we have Pr[MinHashm(A) = MinHashm(B)] ≃ J(A,B),
so the Jaccard similarity between two sets can be estimated by counting the
common elements of their respective MinHash signature divided by the signa-
ture length. Another valuable property of MinHash is that multiple MinHashes
can be merged, as long as they use the same permutation matrix. The resultant
MinHash will capture the similarity-related properties of both. The merging op-
eration consists in taking the minimum between each element of the MinHash
signatures to be merged:

Merge(MinHashm(A),MinHashm(B)) =

= [min(m1A ,m1B ), ...,min(mmA
,mmB

)]
(2)

Fingerprint Generation A malware graph generated, as explained in the
previous section, can be read asG = (V,E), where the nodes in V are all the user-
defined functions; the edges in E represent whether there is a call relationship
between a node and another; the graph signal s contains the variable-length
sets of strings f(vi) of library function names li that belong to each node. This
information can be summed up into the adjacency matrix A of a malware sample
and its graph signal s.

At the end of the feature extraction process, these two elements are com-
pressed in a low sized k ×m matrix F that we call fingerprint. The fingerprint
extraction process follows these steps: (i) It computes the MinHash with m
permutations of the attributes of each node; (ii) It merges the MinHashes of
the nodes in each neighborhood; (iii) It performs a distributed merging of the
MinHashes of each neighborhood; (iv) It selects k resultant MinHash signatures.

First, a MinHashing function MinHashm(x) (where m are the chosen num-
ber of permutations) is used to generate an embedding transformation ŝ of a
graph signal s of a given malware graph G with number of nodes n = |V |:

ŝ =

MinHashm(f(v1))
...

MinHashm(f(vn))

 =

f̂(v1)...

f̂(vn)

 =

m1,1 m1,2 ... m1,m

... ... ... ...
mn,1 mn,2 ... mn,m

 (3)

Since the MinHashing function returns a vector of fixed size m, we obtain
that, at the end of this first process, the transformed ŝ assumes a uniform shape
of n ×m. Instead of the raw s that had its respective f(vi) as a set of strings,

its transformed version ŝ contains now f̂(vi) that are m sized vectors of real
numbers. In addition, thanks to the properties of MinHash, these vectors preserve
the similarity of sets of library function calls with similar content, such that nodes
having similar attributes reflect in similar vectors.

The second step aggregates the attributes of the neighborhood of each node
by merging all the f̂(vi) of each Nvi :
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s̃ =

Merge({f̂(vi)|vi ∈ Nv1})
...

Merge({f̂(vi)|vi ∈ Nvn})]

 =

f̃(v1)...

f̃(vn)

 (4)

This operation aims to compress the graph by considering the neighborhoods
as nodes, thus reducing the overall structural complexity. This results in more
descriptive signatures, which capture library function call sequences of complex
node structures.

The last two steps produce the fingerprint F by merging all the information of
the neighborhoods’ MinHash signatures and keeping only k of the n signatures.
The result is a compressed k × m matrix that retains the information of all
neighborhoods while keeping only a small number of signatures. In order to follow
a common way of merging all the neighborhood signatures together, each column
of s̃ is sorted. This is equivalent to merging each row i with the merge of all the
signatures below it2. This operation synthesizes the common and distinctive
characteristics of different node clusters, resulting in fingerprints that preserve
similar dispositions of coefficients.

3.3 Classification

As the fingerprint for a given malware sample is constructed as an ensemble
of MinHash signatures that embed the attributes of complex node clusters in
its function call graph, a custom similarity metric between two fingerprints can
be easily formulated as the average Jaccard similarity estimate between each of
their MinHash signatures as 1

k

∑k
1 Pr[F1k = F2k ]

Malware samples of different sizes result in fingerprints with a number of
signatures related to their graph structural complexity. In order not to consider
padding, which could influence the similarity estimate, the metric is always com-
puted on the region of coefficients of a size common to both fingerprints under
comparison. This is possible because fingerprints follow the same disposition
of coefficients after the last merging operation. We chose to classify fingerprint
data using a Support Vector Machine that uses the similarity formulation as its
custom kernel function.

4 Experimental Evaluation

In this section, we provide the experimental results attained according to the
methodology described in Section 3. First, we elaborate on the dataset employed
for this evaluation. Then, we describe the detection results for the malware fam-
ilies belonging to the dataset. Finally, we discuss the robustness of the proposed
system against possible evasion strategies.

2 It derives from the equation2, as the merging operation of MinHash signatures takes
the minimum between each element of each signature.
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Dataset We used a dataset composed of 5735 x86 Windows malware samples
gathered from VirusTotal3 in 2018. The malicious samples are organized in 20
popular families, whose composition is shown in Table 1. Additionally, we gath-
ered another set of 784 benign x86 executables from the Dike Dataset4. We
selected malicious families from a larger dataset of 20, 000 samples as they did
not show any evident traces of packers. In this way, we ensured that static anal-
ysis was not disrupted by the presence of strong obfuscation. We inspected each
sample by using the popular tool PeID5 to identify common packers. The table
also reports the average number of nodes per family and its standard deviation.
Note how each family features its specific node distribution.

Table 1: Number of samples, average number of nodes, and of neighbors for each
malware family.

family #samples #nodes± σ #neighbors± σ

upatre 653 8.52± 17.68 0.60± 0.51

shipup 631 27.33± 19.18 0.76± 0.19

sivis 615 43.53± 13.64 0.96± 0.43

autoit 611 1641.78± 255.51 2.75± 0.37

virlock 514 2.10± 1.06 0.04± 0.18

ausiv 504 36.00± 0.00 0.72± 0.00

gepys 496 30.01± 26.98 1.05± 0.22

installcore 480 296.13± 24.72 1.59± 0.09

qqpass 220 1126.00± 0.00 1.46± 0.00

zusy 39 1524.5± 2522.04 0.58± 0.56

family #samples #nodes± σ #neighbors± σ

beebone 35 1610.0± 0.0 2.82± 0.0

downloadguide 23 811.91± 3.36 0.98± 0.01

tempedreve 21 6.0± 0.0 1.0± 0.0

zbot 17 20.53± 31.74 0.75± 0.15

virut 17 306.94± 693.56 1.16± 0.58

installmonster 17 1411.18± 5259.96 1.82± 0.21

miniduke 14 275.86± 137.04 0.56± 0.18

elemental 13 255.23± 45.26 1.23± 0.18

dapato 13 76.23± 56.23 1.42± 0.22

adposhel 13 138.69± 13.04 0.44± 0.04

Results The whole system has been entirely developed in Python 3. We es-
tablished and optimized the parameters of the Support Vector Machines with a
custom kernel (C = 1 - see Section 3.3) by employing a 5-fold cross-validation.
Then, we carried out two experiments: (i) malware detection, where the system is
trained to detect benign and malicious samples (binary classification); (ii) fam-
ily classification, where our dataset is only composed of malicious families, and
the goal is to distinguish each malware family. We evaluated the performances
of our model by randomly splitting our dataset in both experiments with an
80-20 proportion between training and test. We repeated this process five times
to avoid any bias in the evaluation due to random splitting. We then built the
average ROC curves (for family classification, we reported the ROC for the most
popular families for clarity) and calculated the average F1 scores.

The attained results are reported in Figure 1. Our system obtained excellent
results in malware detection (Precision = 97.4%; Recall = 95.4%; F1 score =
95.8%) and auspicious ones in family classification (Precision = 89.8%; Recall

3 https://www.virustotal.com
4 https://github.com/iosifache/DikeDataset
5 https://github.com/wolfram77web/app-peid

https://www.virustotal.com
https://github.com/iosifache/DikeDataset
https://github.com/wolfram77web/app-peid
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= 85.2%; F1 score = 83.6%). Notably, we could not find other state-of-the-art
tools that could be tested with the same dataset that we used. Thus, we plan to
expand our analysis by testing our system on datasets used in other works.
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Fig. 1: ROCs for malware detection (left) and family classification (right).

We carried out our analysis on a Xeon X5660, 47 GB of RAM, and Debian 10.
In this environment, our system timings performances were overall encouraging:
the average time to completely analyze a single sample is less than a minute.
Unsurprisingly, the most time-consuming step was graph computation.

As a final note, we observe that our preliminary evaluation and data are
affected by both temporal and spatial bias that may affect the performances of
our system [17,18]. The temporal bias can be mitigated in future work by re-
organizing the training data so that it is always prior (in terms of release date)
to the test data. The spatial bias can be mitigated by extending the dataset
by significantly increasing the number of benign files to better reflect the real
proportion of malicious and benign samples in the wild.

Evasion In this experiment, we explored the performances of our system in
terms of robustness against evasive attacks. We present a scenario in which the
attacker does not know the characteristics of the targeted system (black-box
scenario, according to the taxonomy described by [19]). The only information
held by the attacker is that the system employs MinHash-based fingerprinting.
We emphasize that this threat model was chosen referring to typical adversar-
ial learning approaches. We acknowledge, however, that the attacker may have
access to source code more often than not if this premise is void.

A viable strategy for the attacker would be to modify directly library func-
tions, which constitute an essential component of our system, and which are used
by all the analyzed malware samples. To this end, we calculated and ordered the
most occurrent library functions in the whole dataset by considering the ones
that appeared in at least the 75% of the data. From this analysis, we obtained
200 library functions. Then, we analyzed two scenarios: (i) Function Addition,
where we incrementally removed the 200 most occurrent functions (starting from
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the most occurrent) from all nodes of each sample; (ii) Function Removal, where
we incrementally removed the 200 most occurrent functions (starting from the
most occurrent) from all nodes of each sample.

We report the results in Figure 2, where we document the variation of the
F1-score as more functions are added/removed. Adding functions seems to have
a consistent effect on the classifier, especially when the 30 most occurrent func-
tions are added. Overall, adding 50 calls to all nodes is enough to reduce the
classifier’s performance significantly. However, the system shows intriguing ro-
bustness results concerning removing library calls since this operation does not
damage the classifier’s performance, not even when this is performed with many
functions. While data removal is usually more unpractical than addition to per-
form because it may break the program’s syntax, we argue that the attained
result deserves further research to understand this behavior fully.

50 100 150 200
# of functions

30

40

50

60

70

80

90

F1
 sc

or
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Fig. 2: Variation of F1 score when two evasion strategies target the SVM.

5 Conclusions and Future Work

This extended abstract proposed a novel learning-based approach to classify x86
malware for the Windows platform. We identified each malware sample with a
specific fingerprint generated from the call graph calculated on the user-defined
functions, and we used library functions as attributes of the graph nodes. Our
preliminary results are promising in terms of detection accuracy and show some
uncommon robustness properties. However, there are also various limitations
that we plan to address in a further extension of this work: (i) Our system has
not been tested against packed executables; (ii) The amount of benign samples
is limited in comparison to malicious samples (spatial bias); iii Training and
test data are not temporarily organized (temporal bias); (iv) We did not explore
the use of deep learning approaches as alternatives for detection; (v) We did not
explore the addition/removal of user-defined nodes as a way to evade the system
detection.

Acknowledgements

This work was partially supported by the project PON AIM Research and Inno-
vation 2014–2020 - Attraction and International Mobility, funded by the Italian
Ministry of Education, University and Research.



10 Francesco Meloni, Alessandro Sanna, Davide Maiorca, and Giorgio Giacinto

References

1. S. Nari and A. Ghorbani, “Automated malware classification based on network
behavior,” pp. 642–647, 2013.

2. C.-T. Lin, N.-J. Wang, H. Xiao, and C. Eckert, “Feature selection and extraction for
malware classification,” Journal of Information Science and Engineering, vol. 31,
pp. 965–992, 05 2015.

3. A. Mohaisen, O. Alrawi, and M. Mohaisen, “Amal: High-fidelity, behavior-based
automated malware analysis and classification,” Computers & Security, vol. 52,
pp. 251–266, 2015.

4. M. Ahmadi, D. Ulyanov, S. Semenov, M. Trofimov, and G. Giacinto, “Novel feature
extraction, selection and fusion for effective malware family classification,” in Proc.
of CODASPY ’16, p. 183–194, ACM, 2016.

5. E. Raff and C. Nicholas, “An alternative to ncd for large sequences, lempel-ziv
jaccard distance,” in Proceedings of KDD ’17, p. 1007–1015, ACM, 2017.

6. D. Ucci, L. Aniello, and R. Baldoni, “Survey of machine learning techniques for
malware analysis,” Computers & Security, vol. 81, pp. 123–147, 2019.

7. Y. Ye, T. Li, D. Adjeroh, and S. S. Iyengar, “A survey on malware detection using
data mining techniques,” ACM Comput. Surv., vol. 50, jun 2017.

8. E. Raff, J. Barker, J. Sylvester, R. Brandon, B. Catanzaro, and C. K. Nicholas,
“Malware detection by eating a whole exe,” in AAAI Workshops, 2018.

9. M. Sikorski and A. Honig, Practical Malware Analysis: The Hands-On Guide to
Dissecting Malicious Software. USA: No Starch Press, 1st ed., 2012.

10. E. Raff, J. Sylvester, and C. Nicholas, Learning the PE Header, Malware Detection
with Minimal Domain Knowledge, p. 121–132. USA: ACM, 2017.

11. L. Nataraj, V. Yegneswaran, P. Porras, and J. Zhang, “A comparative assessment
of malware classification using binary texture analysis and dynamic analysis,” in
Proceedings of AISec ’11, (USA), p. 21–30, ACM, 2011.

12. H. Yakura, S. Shinozaki, R. Nishimura, Y. Oyama, and J. Sakuma, “Malware
analysis of imaged binary samples by convolutional neural network with attention
mechanism,” in Proceedings of CODASPY ’18, (USA), p. 127–134, ACM, 2018.

13. J. Yan, G. Yan, and D. Jin, “Classifying malware represented as control flow graphs
using deep graph convolutional neural network,” in DSN ’19, pp. 52–63, 2019.

14. H. Jiang, T. Turki, and J. T. L. Wang, “Dlgraph: Malware detection using deep
learning and graph embedding,” in Proc. of ICMLA ’18, pp. 1029–1033, 2018.

15. S. Shang, N. Zheng, J. Xu, M. Xu, and H. Zhang, “Detecting malware variants via
function-call graph similarity,” in Proc. of MALWARE 2010, pp. 113–120, 2010.

16. R. Mirzazadeh, M. H. Moattar, and M. V. Jahan, “Metamorphic malware detection
using linear discriminant analysis and graph similarity,” in Proc. of ICCKE ’15,
pp. 61–66, 2015.

17. “Dos and don’ts of machine learning in computer security,” in 31st USENIX Secu-
rity Symposium (USENIX Security 22), (Boston, MA), USENIX Association, Aug.
2022.

18. F. Pendlebury, F. Pierazzi, R. Jordaney, J. Kinder, and L. Cavallaro, “TESSER-
ACT: Eliminating experimental bias in malware classification across space and
time,” in 28th USENIX Security Symposium (USENIX Security 19), (Santa Clara,
CA), pp. 729–746, USENIX Association, Aug. 2019.

19. B. Biggio and F. Roli, “Wild patterns: Ten years after the rise of adversarial
machine learning,” Pattern Recognition, vol. 84, pp. 317–331, 2018.


	Extended Abstract: Effective Call Graph Fingerprinting for the Analysis and Classification of Windows Malware

