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Part 6

Elements of linear discriminant functions
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Introduction
ØIn Part 4 we assumed that the forms of the underlying probability
densities were known.
ØNow we shall instead assume that we know the form of the
discriminant functions fi(x), i=1,..,c, and can use training data to
estimate the values of classifier’s parameters.
ØThese methods can be said nonparametric, as they do not make
assumptions on the form of the probability distributions.

Example, with tree classes, of
linear discriminant functions.

ØIn this part we shall be concerned
with discriminant functions that are
linear in the components of x
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A simple example: Minimum Distance Classifier
ØThe “minimum distance to means” (MDM) classifier is a simple
supervised linear classifier, which estimates the mean values µ1 and µ2 of the
two classes with training samples and assigns an unknown sample x* to the
class with the smaller Euclidean distance:

d(x*,µ2 )
ω2

ω1
d(x*,µ1)

ØIt is easy to see that the decision boundary related to that classification
rule is the hyper-plane perpendicular to the vector (µ1 – µ2) and passing
through the mean point (µ1 + µ2)/2: accordingly, MDM is a “linear”
classifier.

• MDM: linear discriminant function
• Very simple to implement
•The intrinsic limit of this aproach is that it
represents with a single “prototype” (mean
value), for each class, the whole information
contained in the training data. It disregards the
“variance” of data.x1

x2
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Linear discriminant functions

ØTwo class decision rule:
 ω1 if g(x)>0, ω2 if g(x)<0.
• ω1 is the positive class y=+1
• ω2 is the negative class y=-1
•If f(x)=0 the assignment is
“undefined” (though often
assigned to the positive class)

Graphical model
For each “input unit”, the “feature”
value xi is multiplied by a
corresponding weight value wj.
The output unit sums all these inputs,
Σwjxj, and outputs a value +1 or -1 on
the basis of the sign of this sum.

• Linear discriminant function:

where w is the weight vector, and
b the bias or threshold weight.

𝑓 𝒙 = 𝒘%𝒙 + 𝑏
= 	∑ 𝑤+𝑥+-

+./ 	+ 𝑏
b
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• The vector w is perpendicular to the hyper-
plane, indeed, given two points x1 e x2 on the
hiperplane we have

• The orientation of the surface is determined
by the normal vector w, and the location is
determined by the bias b.
• g(x) gives an algebraic measure of the
distance from x to the hyper-plane. Denoting
with xp the normal projection of x onto the
hyperplane and with r the desired algebraic
distance, we have:

Given that f(xp)=0 à f(x) = wTx+b =r ||w||

Linear functions and decision surfaces

€ 

x = x p + r
w

w

• The equation f(x) = 0 defines the decision surface
• When f(x) is linear, and we have a two class problem, the decision surface is a
hyper-plane that divides the feature space into two half spaces, the decision regions
R1 and R2 , where the points are respectively assigned to ω1 (y=+1) and ω2 (y=-1).

𝑓 𝒙/ − 𝑓 𝒙1 = 𝒘% 𝒙/ − 𝒙1 = 0
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Linearly-separable case
•Obviously, a linear classifier fits perfectly with linearly separable classes. But, we
can often use it, with satisfactory performances, also for some non-linearly
separable problems.
• A frequently used approach consists in developing a linear classifier which
classifies the “training set” correctly, by assuming implicitly that this implies a
low error probability on unknown samples (the “test set” data).
• The objective is to find a linear discriminant function that correctly classify all
“training” samples.
• When the linear separability of the “training” samples of the two categories do
exists, this approach provide good chances to achieve a low error probability on
future unknown samples .

– otherwise, we can only minimize the number of misclassified samples.

• A training sample xk is well classified when:

x
k
∈ω

1
⇒w

t
x
k
+w

0
> 0

x
k
∈ω

2
⇒w

t
x
k
+w

0
< 0







b

b
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Augmented vector and discriminant function

It is easy to see that the linear discriminant function can be
compactly rewritten as:

where 𝒘3 = 𝒘
4 and 𝒙3 = 𝒙

/ are called augmented vectors

Note that a sample is thus correctly classified only if y𝑓 𝒙 > 0,
where 𝑦	 ∈ {−1,+1} is the true class label of x

For simplicity, in the following slides we will use w and x to
denote the augmented vectors (when b is not explicitly reported)

𝑓 𝒙 = 𝒘%𝒙 + 𝑏 = 𝒘3%𝒙3
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Weight estimation
Estimation of the weight vector:

– the choice of the proper vector w can be formalized by the introduction of a
criterion function L(w), by the minimization problem:

Therefore, we need to define an optimization procedure and a criterion function to
be optimized.

Ø It is easy to see that the criterion function L(w) should be related to the “error”
made by the linear discriminant function
ü We will see different choices of the criterion function L(w) later

Ø In the next slides, we illustrate the optimization procedure
Ø Then, we will see different choices of the criterion function L(w)

𝒘∗ = argmin𝒘	𝐿(𝒘)	
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Weight estimation: gradient descent procedure
Estimation of the weight vector:

– the choice of the proper vector w can be formalized by the introduction of a
criterion function L(w), by the minimization problem:

Therefore, we need to define an optimization procedure and a criterion function to
be optimized.

Ø We consider first a classical optimization approach: the gradient descent
procedure

The gradient descent procedure is an iterative algorithm for the minimization of
the function L(w), assumed differentiable.

The key idea of the procedure is to exploit the fact that the gradient of a function
identifies the direction where it increases most quickly.

The gradient procedure produces thus a sequence {wk} of weight vectors (and
biases), through the subsequent recursive relation:

where {ηk} is a sequence of positive scale factors (ηk is also called learning rate)
that sets the step size of the weight “change”.

𝒘∗ = argmin𝒘	𝐿(𝒘)	

𝒘GH/ = 𝒘G − 𝜂G𝛻𝐿(𝒘G)
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Weight estimation: gradient descent procedure
Given the recursive relation:

• At step k-th, the next vector wk + 1 is obtained by shifting wk along the direction
of “steepest descent” of an amount that depends on the learning rate ηk.

Gradient descent algorithm
1. Begin: initialize w, θ, η, k=0
2. do k=k+1
3. w= w - η(k) L(w)
4. until |η(k) L(w)| < θ
5. end

• If η(k) is too small, convergence is needlessly slow, whereas if η(k) is too large,
the gradient algorithm can even not converge. Usually η(k)=1/k is used.

• We expect that the vector sequence wk converges to the solution which
minimizes L(w).

Note: we are not specifying the function L(·)
to be used. In the following, we will consider
different cases of functions L(·) that can be
used in this algorithm.

∇
∇

𝒘GH/ = 𝒘G − 𝜂G𝛻𝐿(𝒘G)
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Remarks about gradient descent procedure 
Gradient descent convergence

– It is possible to proof that, if the function L(.) to be minimized is convex,
with a single global minimum w* and satisfies some regularity conditions,
then the descent procedure will converge to w*.

– Usually, the function to be minimized will be neither convex nor single-
mode, therefore the descent procedure will converge to a local minimum.

Choice of the sequence {ηk}
– The choice of the learning rate sequence {ηk} is of particular importance for

the gradient descent procedure, given that it affects the convergence
properties.

– A normally used heuristic is:

– Respect to the trivial choice ηk = 1, usually the above approach increases
the convergence speed and avoids oscillations around the minimum.€ 

η
k

=
1

k
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Gradient descent with quadratic approximation
Ø Analytical method for setting the learning rate η(k)
• In order to define these values without any heuristics.
• Suppose that the criterion function L(.) can be well approximated by the second-
order expansion around a value wk as:

𝐿 𝒘GH/ ≅ 𝐿 	𝒘G + 𝛻𝐿 𝒘G 𝒘GH/ − 𝒘G +
1
2 𝒘GH/ − 𝒘G

%𝐇N 𝒘GH/ − 𝒘G

where Hk is the Hessian matrix evaluated at wk: 𝐇N = 𝛻𝒘,𝒘1 𝐿 𝒘G

•By replacing 𝒘GH/ with the iterative expression: 𝒘GH/ = 𝒘G − 𝜂G𝛻𝐿 𝒘G , 
we obtain:

𝐿 𝒘GH/ ≅ 𝐿 	𝒘G − 𝜂G 𝛻𝐿 𝒘G
1 +

1
2 𝜂G

1𝛻𝐿 𝒘G
%𝐇N𝛻𝐿 𝒘G
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• It can be shown, by setting the derivate with respect to ηk equal to
zero, that L(wk+1) can be minimized by the choice:

𝜂G =
𝛻𝐿 𝒘G

1

𝛻𝐿 𝒘G
%𝐇N𝛻𝐿 𝒘G  

where Hk depends on wk and k.

•Note that if the criterion function L(w) is quadratic, in the region of
interest, then H is constant and η is a constant independent of k.

ØIn conclusion, thanks to the above quadratic approximation, it is
possible to define an optimal criterion for the choice of the learning
rate {ηk} used in the gradient descent procedure.

Gradient descent with quadratic approximation
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Newton-Raphson approach
•An alternative approach, obtained by disregarding the iterative
expression of wk+1 , and by choosing wk+1 to minimize the second-
order expansion:

Leading to the Newton-Raphson algorithm

1. begin initialize w, θ
2. do  w= w –H-1∇L(w)
3. until | H-1∇L(w)| < θ
4. end

ØThe algorithm can be used only if the Hessian matrix H is not singular.

𝒘GH/ = argmin𝒘	𝐿 𝒘 → 	
𝛿𝐿(𝒘GH/)
𝛿𝒘GH/

= 𝟎

→ 	𝛻𝐿 𝒘G + 𝐇G 𝒘GH/ − 𝒘G = 𝟎 → 𝒘GH/ = 𝒘G − 𝐇GR/𝛻𝐿 𝒘G
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Example of gradient descent

The sequence of wk by simple gradient descent (red) and by Newton-
Raphson’s algorithm (black). Newton’s method typically leads to greater
improvement per step, however the added computational burden of
inverting H is not always justified

The Newton-Raphson approach uses
the gradient in a different manner,
without updating the weight in the
direction of the gradient.

Advantage:
It allows a faster convergence with
respect to methods based on
gradient with a scalar ηk

Disadvantage:
The quadratic approximation used
by this approach can be imprecise.

𝐿 𝒘
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Perceptron method
ØConsider now a first approach where the criterion function L(.) aims to minimize
the number of misclassified points, namely, those for which yif(xi) < 0,
corresponding to yi wtxi < 0 if we consider augmented vectors w and x (see slide
7). Accordingly, the perceptron criterion aims to minimize

where i indexes only the misclassified training samples.

ØGeometrically, 𝐿S(𝒘) is proportional to the sum of the distances from the
misclassified samples to the decision boundary

• The gradient is easily computed as 𝛻𝒘𝐿S 𝒘 = −∑ 𝑦T𝒙TT:VWX(𝒙W)YZ , while the
iterative update is given as

𝒘GH/ = 𝒘G − 𝜂G𝛻𝐿 𝒘G = 𝒘G + 𝜂G ∑ 𝑦T𝒙TT:VWX(𝒙W)YZ

𝐿S 𝒘 = −∑ 𝑦T𝒘%𝒙TT:VWX(𝒙W)YZ
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Perceptron training algorithm
• The Perceptron algorithm (Batch Perceptron) is

begin randomly initialize 𝒘	
do

select samples for which 𝑦T𝑓(𝒙T) < 0

update 𝒘 ← 𝒘− 𝜂𝛻𝒘𝐿 𝒘 using the selected samples

until |𝜂	𝛻𝒘𝐿 𝒘 | < 𝜃
end

• We use the term “batch” to refer to the fact that (in general) a large
group of samples (a batch) is used when computing each weight update

• The parameter 𝜂 is called learning rate

• Each for loop over the set of training samples is named epoch
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Perceptron training algorithm
Perceptron convergence

– It is possible to proof that, if training samples are linearly separable
and ηk = 1/k or {ηk} is a positive constant, then the perceptron
method will converge to a solution vector in a finite number of
iterations.

Remarks
– The gradient is piecewise constant: changing slowly the vector w the

set of misclassified samples will change by roughly adding or
removing xi items

– The correction between wk and wk+1 is given by the sum of
misclassified samples, which became a roughly correction factor,
given that the gradient is piecewise constant. This behavior can
produce unwanted oscillations

– Without linear separability (also due to the availability of few
samples) the approach works better with ηk = 1/k than with {ηk}
constant
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Gradient descent with a picewise constant criterion function

L( ) = number of misclassified patterns (zero-one loss)
L( ) is piecewise constant and gradient descent will not work on it (gradient 
is zero almost everywhere, not possible to identify a descent direction)

L(w)

w

x1

x2
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Lp( ) = perceptron criterion function
L( ) is piecewise linear and gradient descent can thus correctly identify a
suitable descent direction

Gradient descent with a picewise linear criterion function
Lp(w)

w

x1

x2
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Optimizing different loss functions
ØWe discussed the minimization of Lp of the perceptron method

ØThis approach can be generalized by considering different criterion
(loss) functions and minimization approaches

ØPenalizing errors in different ways yields different classifiers

ØThe quadratic error function weighs more error points which are
farther from the boundary:

𝐿_ 𝒘 = ∑ 𝑦T𝒘%𝒙T 1
T:VWX(𝒙W)YZ
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L( ) = Lq( ). This function works also on non-linearly separable
samples, but, as for the perceptron, it can converge to a boundary
point of the solution region

Quadratic Loss
Lq(w)

w

x1

x2
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Minimum Squared Error (MSE) Procedure

• This method aims to minimize the MSE (i.e., a squared
loss function) over all training samples (not only on
errors!)

min
𝒘
	𝐿` 𝒘 =

1
2a 𝒘%𝒙T − 𝑦T 1

b

T./

=
1
2 𝐗𝒘 − 𝒚 1

The last expression is given compactly in matrix form, where:
• X is an N x d matrix containing training samples as rows
• w is the d-dimensional weight vector (as a column)
• y is the N-dimensional label vector (as a column)
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Minimum Squared Error (MSE) Procedure

• Normally, if the bias b is not included in the augmented
vector w, X and y data is centered on the origin, by
subtracting the corresponding mean values

• The solution to the MSE problem is given in closed form
by considering that, at its maximum, the gradient will be
zero

𝛻𝒘𝐿` 𝒘 = 𝐗% 𝐗𝒘 − 𝒚 = 𝟎

• which implies
𝒘 = 𝐗%𝐗 R/𝐗%𝒚
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ØWith respect to the other procedures, in this case the solution is given in closed
form, and there is no need to run iterative gradient-based algorithms to solve it

ØHowever, the 𝐗%𝐗 matrix in 𝒘 = 𝐗%𝐗 R/𝐗%𝒚 may not be invertible (i.e.,
singular) or not sufficiently stable

ØThis happens when some data points in X are sufficiently close to each other 
(rows of X are not completely independent)

ØTo mitigate this issue, pseudoinverse matrices are normally used, although 
matrix inversion is a computationally demanding operation, and does not scale 
properly when the number of features is very high

ØGradient-based procedures can also be used to overcome these
limitations (Widrow-Hoff algorithm)

Minimum Squared Error Procedure (MSE)
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The Widrow-Hoff Procedure
•It is possible to minimize Lr iteratively, by using a gradient descent
procedure. Such an approach has two advantages:

• it avoids the problems that arise when XTX is singular,
• it avoids the need for working with large matrices.

The updating rule is
𝒘GH/ = 𝒘G − 𝜂G𝛻𝐿` 𝒘G = 𝒘G − 𝜂G𝐗e 𝐗𝐰G − 𝐲

•The storage requirements can be reduced still further by
considering the samples sequentially (one at a time) and using the
Widrow-Hoff or LMS rule (least-mean-squared):

𝒘GH/ = 𝒘G − 𝜂G	 𝐰G
e𝒙G − yG 𝒙G
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Widrow-Hoff algorithm

begin initialize w, θ, η, k=0
repeat

k=(k+1) mod N //this loops over the training data
w=w - η (wT xk-yk) xk

until η || (wT xk-yk) xk ||< θ ⩝k

• We note, however, that the algorithm could not find a
separating vector, even if one exists.
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Widrow-Hoff

•The LMS algorithm do not converge to a separating hyperplane, given
that it minimizes the sum of the squares of the distances of the training
points to the hyperplane
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Non-linearly separable classes
ØThe Perceptron and the other procedures using different loss functions
give us methods for finding a separating vector when the samples are
linearly separable, by modifying the weight vector on the basis of the error
ØIn practice, these methods are used in problems where the optimal linear
discriminant function is expected to attain a low error rate
ØRecall however that, even if a separating vector is found for the training
samples, this does not imply that the resulting classifier will perform well on
independent test data
ØHow these procedures will behave when the samples are not linearly
separable?
ØSince no weight vector can correctly classify every sample (by definition),
it is clear that the corrections can never stop
ØA common suggestion is the use of a variable increment ηk, with ηk
approaching zero as k approaches infinity
ØThe rate at which ηk approaches zero is quite important
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Support Vector Machines
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Support Vector Machines

State-of-the-art model

1. Strong mathematical interpretation and significant practical 
relevance in many applications
• Invented by Russian mathematician Vladmir Vapnik in mid 

1960s, and ideas much extended in 1990s

2. Uses a specific type of loss function and learning algorithm
- convex optimization / quadratic programming

3. Can solve non-linearly separable problems
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0

A short summary 𝑓 𝒙 = 𝒘%𝒙 + 𝑏

D = 𝒙T, 𝑦T T./i 	
𝒙 ∈ ℝ-
𝑦 ∈ −1,+1

𝒘

Distance of a point to the hyperplane: 
|𝑓 𝒙 |
𝒘
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Support Vector Machines

The “no maths” version
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Several possible decision boundaries
- All get 100% accuracy on this training data.
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Several possible decision boundaries

The SVM finds this one – the boundary furthest from the two clusters

Distance to the closest training points is called “margin”.
(equal on both sides of the boundary)

margin
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Several possible decision boundaries
The SVM finds this one – the boundary furthest from the two clusters

The circled points are called 
SUPPORT VECTORS

All other points can move freely.
Solution only depends on the SVs

margin
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What about outliers?
This is the “optimal” boundary – doesn’t seem so clever though.



Machine Learning, Part 6, March 2017               Fabio Roli © 38

What about outliers?
This is the “optimal” boundary – doesn’t seem so clever though.
… SVM can selectively ignore certain data points (e.g., outliers)
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What about much more complicated data?
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What about much more complicated data?
- project into high dimensional space, and solve with a linear model
- project back to the original space, and the linear boundary becomes 

non-linear

2D 3D
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SVMs – slightly more technical terms

Finds the boundary with “maximum margin”

Uses “slack variables” to deal with outliers

Uses “kernels”, and the 
“kernel trick”, to solve 
nonlinear problems.
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Support Vector Machines

The “some maths” version
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Hard-margin SVM (linearly-separable data)

• All points should be correctly classified (within the margin)

y = +1

y = −1

margin = 1
𝒘

4CHAPTER 4. GEOMETRICMODELS II: SUPPORT VECTORMACHINES

The margin of a decision boundary is the perpendicular distance to theMARGIN

closest training datapoint.

margin'

The natural choice of decision boundary would be the one that has maximum
margin. The Support Vector Machine finds this decision boundary.MAXIMUM MARGIN

Using a bit of quite complex geometry (see the original SVM paper, at the
end of this chapter), it was proven that the margin for a decision boundary is
inversely proportional to the length of its parameter vector w. More formally,

margin / 1

||w|| (4.1)

where the length of w is given by ||w|| =
q

Pd
j=1 w

2
j . So, in order to maximise

the margin, we can equivalently minimise ||w||. However, the obvious solution
is just to set wj = 0 for all j, which would clearly be an awful model, just setting
all parameters to zero. So, we need a constraint, to ensure that the parameters
do not shrink too much, but are balanced against the need to correctly classify
the data points. This constraint is encoded by the hinge loss function.

4.3 SVM loss function and Learning Algorithm

The convention in SVM terminology is to have class labels that are �1/+1, or
written more formally y 2 {�1,+1}. We remember of course that the linear
model f(x) = w

T
x � t has value 0 for an x that sits exactly on the decision

boundary, and is positive on one side, negative on the other. So, combining
these two facts, we know that if,

yif(xi) > 0 (4.2)

then the data point was correctly classified by the model. Take a minute to
think about this, as this simple notational trick will be used again and again
through the following sections.

min
𝐰,k

1
2 𝒘 1

s.t.  yl𝑓 𝐱l ≥ 	+1, ∀𝑖
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L =

1
2

w
2
− α

i
y

i
w ⋅x

i
+b( )−1⎡

⎣⎢
⎤
⎦⎥

i=1

ℓ

∑
max

α1,…,αℓ
minw,b L α1,…,αℓ,w,b( )

s.t. α
i
≥ 0, i = 1,…,N

The problem of margin maximization

minimise w
2

subject to y
i
f (x

i
)≥ 1, i = 1,…,N

The above problem can be solved with the classical Lagrange 
optimization technique

1
2
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Deriving the Dual Form

Substituting these conditions into L, we obtain the dual problem for 
the hard-margin SVM:

At the optimum, the derivatives of L w.r.t. w and b vanish, which yields:

max
𝛂
		∑ 𝛼T�

T − /
1
∑ 𝑦T𝛼T�
T,+ 𝒙T%𝒙+𝛼+𝑦+

s.t.				𝛼T ≥ 0, ∀𝑖
∑ 𝛼T𝑦T = 0�
T , ∀𝑖
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Support Vectors

Dual problem

The optimal solution is the hyper-plane: 

      
y

i
α

i
x

i
⋅x( )

i=1

ℓ

∑ +b = 0

x1

x2

The coefficients 

are the support vectors 

αi ≠ 0
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Soft-margin SVM

• What if data is not linearly separable / outliers?
• We allow points to violate the margin
• Trade-off between margin and loss on training data

min
𝐰,k,uW

/
1
𝒘 1 + 𝐶 ∑ 𝜉T�

T

s.t.  yl𝑓 𝐱l ≥ 	1 − 𝜉T, ∀𝑖
𝜉T ≥ 0, ∀𝑖

ξ j = 0.6

ξi =1.3

𝜉T: slack variables
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Effect of the Regularization Parameter C

8CHAPTER 4. GEOMETRICMODELS II: SUPPORT VECTORMACHINES

will be. A higher value means more the penalty for margin violations is very
severe, hence a stricter SVM solution. A very small value says no penalty for
slack variables, hence we are allowed to make mistakes. The default value is
usually C = 1. The e↵ect is illustrated graphically in figure 4.4.

ξ j = 0.6

ξi =1.3

Figure 4.3: Soft margin SVM. The ⇠ values are optimized by the QP algorithm,
allowing the margin to “soften” at certain points along its length, essentially
allowing the SVM to ignore points that cross over its boundary.
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Slack variables and the Hinge loss

4.3. SVM LOSS FUNCTION AND LEARNING ALGORITHM 5

The “hinge” loss function makes use of this, and can be stated as,

Lhinge = max
n

0, 1� yif(xi)
o

(4.3)

Or graphically,
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Figure 4.1: The “hinge” loss function. Notice that the loss decreases linearly
until f(x) > 1, at which point the “hinge” turns the loss to zero. This ensures
that once the model is correct with certain confidence, it is not penalised any
further.

The hinge point means that the loss is not continuously di↵erentiable, hence
we cannot use gradient descent as our learning algorithm here. Instead, we’ll
formalize our SVM error function such that we can use a di↵erent learning
algorithm.

If we combine the need to minimise ||w|| with the need to minimise the hinge
loss, and sum over all training data points, we get our SVM error function,

E =
N
X

i=1

max
n

0, 1� yif(xi)
o

+
1

2

d
X

j=1

w

2
j (4.4)

Notice that instead of minimising ||w||, we have chosen to minimise the square
root, with a constant 1

2 placed in front of it. This is important as it makes our
SVM error function into a quadratic programming (QP) problem with linear QUADRATIC

PROGRAMMINGconstraints. The 1
2

P

j w
2
j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.

Considering the constraints:
𝜉T ≥ 	1 − yl𝑓 𝐱l , 𝜉T ≥	0
we note that
𝜉T = max	(0, 1 − yl𝑓 𝐱l )

This is called the
hinge loss function

hinge loss
(summed over training points)

margin term

Unconstrained 
version of the 
primal problem
(not differentiable!)
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not really recommended that you try to implement them yourself.

E = C
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Dual form of the Soft-margin SVM

• Replacing the optimality conditions

• into the Lagrangian of the primal problem

• we obtain

max
𝛂
		∑ 𝛼T�

T − /
1
∑ 𝑦T𝛼T�
T,+ 𝒙T%𝒙+𝛼+𝑦+

s.t.				0	 ≤ 𝛼T ≤ 𝐶, ∀𝑖
∑ 𝛼T𝑦T = 0�
T , ∀𝑖
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How to solve primal and dual SVM learning?

• These are both Quadratic Programming (QP) problems
• State-of-the-art QP solvers are standard and efficient
• However, dedicated (and much more efficient) solvers

have been developed specifically for SVMs
– Sequential Minimal Optimization (SMO) is one of 

them (used also in the very popular LibSVM 
implementation)

max
𝛂
		∑ 𝛼T�

T − /
1
∑ 𝑦T𝛼T�
T,+ 𝒙T%𝒙+𝛼+𝑦+

s.t.				0	 ≤ 𝛼T ≤ 𝐶, ∀𝑖
∑ 𝛼T𝑦T = 0�
T , ∀𝑖

min
𝐰,k,uW

/
1
𝒘 1 + 𝐶 ∑ 𝜉T�

T

s.t.  yl𝑓 𝐱l ≥ 	1 − 𝜉T, ∀𝑖
𝜉T ≥ 0, ∀𝑖
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SMO however does not scale efficiently with the training set size.
Not appropriate to deal with modern big data sets

Modern techniques optimize directly the primal (unconstrained) 
form using Stochastic Gradient Descent (SGD) and subgradients 

Subgradients aim to tackle the non-differentiability of the hinge loss 
function when y f(x)=1

How to solve primal and dual SVM learning?
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Notice that instead of minimising ||w||, we have chosen to minimise the square
root, with a constant 1

2 placed in front of it. This is important as it makes our
SVM error function into a quadratic programming (QP) problem with linear QUADRATIC

PROGRAMMINGconstraints. The 1
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2
j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.
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Stochastic Gradient Descent (SGD)

• Set the learning rate 𝜂 (using decay if needed)
• Repeat until an approximate minimum is obtained:

– Randomly select K samples from the training data
– Update parameter 𝑤′ = 𝑤 − 𝜂𝛻𝐿 using the K samples

• Pros: several variants of this algorithm have been proposed
– They are very efficient (much more than QP solvers)
– Convergence is well studied and often satisfied in practice

• Cons: parameters (e.g., learning rate) can be difficult to
tune
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The Kernel Trick

• Soft-margin SVM deals with non-linearly separable data
• But it still implements a linear classifier
• It will exhibit poor performance if data is not properly

shaped or “mostly” linearly separable
• The kernel trick overcomes this limitation by allowing us

to learn an SVM with a nonlinear decision function in
input space!
−2−1.5−1−0.500.511.5

How?
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The Kernel Trick

• The dual SVM formulation reveals that both the learning
problem and classification can be expressed only in terms
of scalar products between samples!

max
𝛂
		∑ 𝛼T�

T − /
1
∑ 𝑦T𝛼T�
T,+ 𝒙T%𝒙+𝛼+𝑦+

s.t.				0	 ≤ 𝛼T ≤ 𝐶, ∀𝑖
∑ 𝛼T𝑦T = 0�
T , ∀𝑖

It also holds for the primal form, thanks to this property:

𝑓 𝒙 = 𝒘%𝒙 + 𝑏
										= ∑ 𝑦T𝛼T�

T 𝒙T%𝒙

(see the Representer Theorem for further details)
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The Kernel Trick

• We are not required to compute the scalar product in the
input space

• We can use any function k(𝒙T, 𝒙+) = 𝜙 𝒙T %𝜙 𝒙+ 		
given that it implicitly corresponds to a scalar product in
some other space (Mercer’s condition)

• Kernel functions are symmetric and positive semi-definite
(PSD) if

• Note: SVMs also converge when using symmetric non-PSD kernels (although
the learning problem is no longer convex)
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The Kernel Trick
- project into high dimensional space, and solve with a linear model
- project back to the original space, and the linear boundary 

becomes non-linear

2D 3D

Input space Feature space
𝜙

feature mapping
(implicit function!)
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The Cover’s theorem

• “A complex pattern-classification problem cast in a high-
dimensional space non-linearly is more likely to be
linearly separable than in a low-dimensional space”

• The power of SVMs resides in the fact that they represent
a robust and efficient implementation of Cover’s theorem

• –SVMs operate in two stages

– Perform a non-linear mapping of the input 
vector x onto a high-dimensional space that is 
hidden from the inputs or the outputs 

– Construct an optimal separating hyperplane in 
the high-dimensional feature space 
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The Cover’s theorem
• “A complex pattern-classification problem cast in a high-

dimensional space non-linearly is more likely to be
linearly separable than in a low-dimensional space”
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Polynomial kernel, with d=2

12CHAPTER 4. GEOMETRICMODELS II: SUPPORT VECTORMACHINES

4.5.2 The Polynomial kernel

The polynomial kernel is expressed,POLYNOMIAL
KERNEL

K(xi,x
0) = (1 + x

T
i x

0)d (4.18)

where d is the degree of the polynomial. Note that I have reused notation
here, d was earlier the dimension of the original feature space - here I used it
again simply because d is the usual notation for the polynomial degree in the
literature.

If you use a 2nd order polynomial, and multiply out the kernel above, you
should get to the conclusion that it uses the implicit feature space: �(x) =
(1,

p
2x1,

p
2x2, x

2
1, x

2
2,
p
2x1x2). So it has projected from a 2-d space into a 6-d

space. When we project back into the original 2-d space, we get a non-linear
boundary. The clever thing is that although we technically will be working with
high dimensional functions �, we never explicitly compute them, we just work
with the kernel function instead.
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Figure 4.5: A nonlinearly separable dataset being solved by an SVM with a
polynomial kernel of degree 2. The support vectors are circled.

The e↵ect of varying the degree of the polynomial can be seen below. The
higher degree, the more high order terms are introduced to the implicit feature
space �, hence the final decision boundary becomes more complex.
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Figure 4.6: The e↵ect of the degree parameter when using a polynomial kernel.
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The Polynomial Kernel
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The RBF (Gaussian) Kernel

4.5. NON-LINEAR SVMS : THE “KERNEL TRICK” 13

This also illustrates that the linear kernel is a special case of the polynomial
kernel, when d = 1.

4.5.3 The RBF kernel

A very popular kernel is the Radial Basis Function (RBF), also known as the
Gaussian kernel:

K(x
i

,x

0) = e

��(xi�x

0)2 (4.19)

Where � = 1
2�2 controls the width of the Gaussian, and � is the standard

deviation. So, a large � means a small standard deviation, hence a very narrow
RBF kernel. This gives rise to the name ‘inverse width’ parameter for �.

A small � implies a very smooth fit, with a large region of influence for a
given training data point. Similarly, narrow RBF width (large �) means the
influence of training points is is much more localised. In the limit (� ! 1), a
data point is not connected to any other data point.
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Figure 4.7: Varying the width of the RBF kernel.

The larger � is, the more overfitting we might expect.

A smaller � will produce smooth boundaries, possibly underfitting.
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The e↵ect of �, the inverse-width of the Gaussian kernel, is illustrated.
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Varying two things at once!

14CHAPTER 4. GEOMETRICMODELS II: SUPPORT VECTORMACHINES

4.5.4 Model Selection with SVMs

We have just introduced some new parameters, that need to be set, via model
selection, i.e. we pick the SVM configuration with the best performance. Tech-
niques to find a good setting are fully described in the suggested reading on the
course website “A Practical Guide to SVM Classification”. It should be noted
that the parameters are not independent, so for example, below is what
happens when we try to set the C (slack variable penalty) and � parameters,
at the same time.
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Figure 4.9: The e↵ect of varying two things at once!
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Suggested Readings

Chapter 7
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More on Linear Classifiers

• The unconstrained version of the SVM primal problem

• can be seen as an instance of a more general problem

4.3. SVM LOSS FUNCTION AND LEARNING ALGORITHM 5

The “hinge” loss function makes use of this, and can be stated as,

Lhinge = max
n

0, 1� yif(xi)
o

(4.3)

Or graphically,
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Figure 4.1: The “hinge” loss function. Notice that the loss decreases linearly
until f(x) > 1, at which point the “hinge” turns the loss to zero. This ensures
that once the model is correct with certain confidence, it is not penalised any
further.

The hinge point means that the loss is not continuously di↵erentiable, hence
we cannot use gradient descent as our learning algorithm here. Instead, we’ll
formalize our SVM error function such that we can use a di↵erent learning
algorithm.

If we combine the need to minimise ||w|| with the need to minimise the hinge
loss, and sum over all training data points, we get our SVM error function,

E =
N
X

i=1

max
n

0, 1� yif(xi)
o

+
1

2

d
X

j=1

w

2
j (4.4)

Notice that instead of minimising ||w||, we have chosen to minimise the square
root, with a constant 1

2 placed in front of it. This is important as it makes our
SVM error function into a quadratic programming (QP) problem with linear QUADRATIC

PROGRAMMINGconstraints. The 1
2

P

j w
2
j is the quadratic part, and the hinge loss is the linear

constraint.
The learning algorithm for SVMs is therefore any QP solver, of

which there are many, highly e�cient, implementations. While for
logistic regression, we played with the details of gradient descent, and maybe
you even implemented it, the details of QP solvers are quite complex, and it is
not really recommended that you try to implement them yourself.

E = C

min
𝒘,4

	
1
𝑁aℓ(𝑦T, 𝑓 𝒙T )

b

T./

+ 𝜆Ω(𝒘)

regularization term
(controls overfitting / 

classifier capacity)

loss term
(empirical loss on 

training data)

𝜆	: trade-off parameter
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More on Linear Classifiers

min
𝒘,4

	
1
𝑁aℓ(𝑦T, 𝑓 𝒙T )

b

T./

+ 𝜆Ω(𝒘)

regularization termloss term

𝜆	: trade-off parameter

• This objective function amounts to minimizing the generalization error on 
test data (see C. Burges’ tutorial and Statistical Learning Theory by V. Vapnik)

• Different choices of loss and regularization yield different learning 
algorithms for linear classifiers – all trainable with SGD (and scikit-learn)
Some examples are:
• Hinge + l2: SVM
• Hinge + l1: 1-norm SVM
• Squared loss + l2: Ridge Regression
• Squared loss + l1: LASSO
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Multi-class Classification
using Binary Classifiers
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From two-class to multi-class classification

• How to use binary classifiers in the presence of more than
two classes (c>2)?

• Recall that one object belongs only to one class!
• y is in the set {0, 1, ..., c-1}

• Two common schemes:

– One-vs-all classification
– One-vs-one classification
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One-vs-all multi-class classification

• Train one binary classifier for each class k
• Samples for which y=k are labeled as +1
• The remaining classes are all labeled as -1
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One-vs-all multi-class classification

• Combine with y = argmaxk fk(x)
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One-vs-one (or all-vs-all) multi-class classification

• Train one binary classifier for class i vs class j

• All possible pairs are considered
– c(c-1)/2 total number of binary classifiers

• Combined as:

Note that fij = -fji and that the sum is for j=0,...,c-1
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Pros and Cons

• One-vs-all classification
– One classifier per class, trained using all data

• One-vs-one classification
– combinatorial number of classifiers (all possible pairs, c(c-1)/2), 

trained using much smaller data subsets

• Trade-off between number of classifiers and complexity of
the learning algorithm

• In practice, rather equivalent classification accuracies
– No free lunch
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Classification vs Regression
(with linear estimators)



Machine Learning, Part 6, March 2017               Fabio Roli © 74

Classification vs Regression

• In both classification and regression, the goal is to estimate
a function f(x) that estimates the truth value y for each
given sample x

• In this chapter we’ve discussed linear functions

• In classification problems, the set of labels is discretized
– 𝑦 ∈ {0,… , 𝑐 − 1}

• In regression problems, the set of labels (or better, target
values) is typically a continuous value
– 𝑦 ∈ R (e.g., the set of real numbers)
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Classification vs Regression

Classification (estimates y in a discrete set, e.g., {-1,1})

x

y

y=1

y=-1

decision	boundary
f(x)	<	0							f(x)>0

Regression estimates continuous-valued y

x

y
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Classification vs Regression

• The loss functions used in the two problems reflect this
behavior

• For classification problems, correctly-classified points
(potentially, within a given margin), are typically assigned
a loss equal to zero

– e.g., the hinge loss give zero penalty to points for which y f (x) > 1

• For regression problems, the loss is zero only if f(x) is
exactly equal to y

– e.g., the mean squared error is given as the average of (f(x)-y)2

over all points
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Ridge Regression
ØIt uses the mean squared error (MSE) as the error function and l2
regularization on the feature weights:

𝐿 𝒘 =
1
2𝑁 𝐗𝒘 − 𝒚 1 + 𝜆 𝒘 1

ØThis provides the following closed-form solution (using similar steps to
those reported in slides 23-24)

𝒘 = 𝐗%𝐗 + 𝜆𝐈 R/𝐗%𝒚

Øbeing I the identity matrix, and 𝜆 > 0 a trade-off parameter.
ØIn this case, adding a small diagonal (ridge) to the (positive semi-
definite) matrix 𝐗%𝐗 makes it more stable for pseudo-inversion (as it
increases its minimum eigenvalue)

regularization termloss term
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Ridge Regression

• Ridge regression can be solved in closed form, through
matrix pseudo-inversion

– Too computationally demanding for large feature sets and datasets

• It is also possible to solve it using gradient-descent
procedures, including SGD, which is much faster and
better suited to large, high-dimensional training sets

– Similarly to the Widrow-Hoff algorithm for the Least-Mean-
Squares (LMS, or MSE) problem
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