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Part 5

Elements of nonparametric techniques
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Introduction
ØSo far (Part 4), we assumed that the forms of the probability
density functions were known.
Ø However, this assumption cannot be done in some pattern
recognition applications.
ØIn this chapter, we shall examine nonparametric methods that
can be used with arbitrary distributions and without the assumption
that the forms of the underlying densities are known.
ØWe will discuss non-parametric methods which allow:

ØA direct estimation of the density function p(x|ωj)
ØA direct estimation of the posterior probability P(ωj |x)

ØWe will also see a kind of non linear pattern classifiers whose
operation is easy to understand: decision trees
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Density estimation
•The basic idea underlying many of the non-parametric methods is very
simple, and it can be illustrated as follows.

•The probability P that a vector x will fall in a region R of the feature
space is:

Ø Note that, if R is a small region, P can be regarded as a smoothed or
averaged version of the density function p(x).

Ø Therefore, we can estimate this smoothed value of p(x) by estimating
the probability P.
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Density estimation
Suppose that n samples x1,…,xn are drawn independently and identically
distributed (i.i.d.) according to the probability law p(x).

If we know that k samples of these n fall in R, then P can be estimated simply
as P = k/n. In general, this can be proved as follows.

The probability that k of the n samples fall in R is given by the binomial law:

and we know that the expected value of the binomial law for k is :
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•If we consider the ratio k/n as argument of the binomial distribution, we
can rewrite the expected value for k/n as:

•We know that the variance of the binomial law is var(k/n)=P(1-P)/n

•If the number of samples n increases, the limit when it goes to infinity is:

•Therefore, we can say that k/n is an asymptotically unbiased estimator of P.
•We expect that the ratio k/n will be a very good estimate for the probability
P, and hence for the smoothed density function if n is very large.
Ø Indeed, this estimate is especially accurate when n is very large (see next

Figure).

( / )k n Pε =

n→ +∞ →  ε(k / n) = P  and var (k/n)=0

Density estimation
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•The probability Pk of finding k patterns in a volume where the space averaged
probability is P as a function of k/n. Each curve is labelled by the total number of
patterns n. For large n, such binomial distributions peak strongly at k/n = P (here
chosen to be 0.7).

Density estimation: binomial distribution
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•If we now assume that p(x) is continuous and that the region R is so small that p(x)
does not vary appreciably within it, we can write:

•where x is a point within R and V is the volume enclosed by R.

•Combining previous equations, we arrive at the following obvious estimate for
p(x):

( ) ( )p d p V P
ℜ

′ ′ ≅ =∫ x x x

Density estimation

( ) ( ) /   ( ) k np d p V k n p
Vℜ

′ ′ ≅ ≅ → ≅∫ x x x x

We assume that these two
approximations can be 
made equal.
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( ) ( ) /   ( ) k np d p V k n p
Vℜ
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Density estimation

•If we fix the volume V and take more and more training samples, the ratio k/n
will converge (in probability) as desired, but we have only obtained an estimate of
the space-averaged value of p(x):

∫
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Issues:

ü if we want to obtain p(x) rather than just an averaged version of it, we must be
prepared to let V approach zero.

ü From a practical standpoint, we note that the number of samples is always limited.
Thus, the volume V can not be allowed to become arbitrarily small.
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Density estimation

• In practical applications, the number of samples is always limited.

• Thus, the volume V can not be allowed to become arbitrarily small.

Ø Therefore, one will have to accept a certain amount of variance in the
ratio k/n and a certain amount of averaging of the density p(x).

From a theoretical standpoint, it is however interesting to ask how
these limitations can be circumvented if an unlimited number of
samples would be available. We discuss that in the next slides.
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Density estimation: convergence
To estimate the density at x, we form a sequence of regions R1, R2,... Rn,
containing x — the first region to be used with one sample, the second
with two, and so on. Let Vn be the volume of Rn, kn be the number of
samples falling in Rn, and pn(x) be the nth estimate for p(x):

If pn(x) is to converge to p(x), three conditions appear to be required:
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Density estimation: convergence
If pn(x) is to converge to p(x), three conditions appear to be required:

ü The first condition assures us that the space averaged P/V will converge to p(x),
provided that the regions shrink uniformly and that p(·) is continuous at x.

ü The second condition, which only makes sense if p(x)≠ 0, assures us that the
frequency ratio will converge (in probability) to the probability P.

ü The third condition is clearly necessary if pn(x) is to converge at all. It also says
that although a huge number of samples will eventually fall within the small
region Rn, they will form a negligibly small fraction of the total number of
samples.
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Øk Nearest-Neighbor non-parametric method

• This method specifies kn as some function of n, such as kn = √n. Here the
volume Vn is grown until it encloses kn neighbors of x.

• Key concept: the region (volume) is specified taking into account the
number k of the samples which fall into it.

“k” nearest neighbor method: preamble
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The k-Nearest Neighbor (k-NN) method

• Nonparametric classification is often associated with the notion of
prototype.

• We can think of a prototype as a representative element from a class.
The class label assigned to an example is based on the similarity of
this example to one or more prototypes. Typically, similarity is defined
in a geometrical sense, that is, based on a certain distance. The smaller
the distance, the higher the similarity between x and the prototype.
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The k-Nearest Neighbor (k-NN) method
• k-nn is one of the most theoretically elegant and simple classification

techniques [L. Kuncheva, 2004].
• Let D be a labeled training set containing n points, referred to as prototypes.

The prototypes are labeled in the “c” classes.
Ø To classify an input x, the k nearest prototypes are retrieved from D together

with their class labels. The input x is labeled to the most represented class
label amongst the k nearest neighbors.



Machine Learning, Part 5, March 2017              Fabio Roli © 15

•To arrive at this classification method, we fix kn and n and allow for
a variable Vn. Assuming Euclidean distance, let R be the
hypersphere containing exactly kn of the elements of the training set
D. The unconditional pdf is approximated as

•Denoting by ki the number of elements in R from class ωi, the class-
conditional pdf for ωi, i=1,...,c, approximated in R, is

n

n
n V

nkp =)(x

The k-Nearest Neighbor (k-NN) method

p(x /ω i ) =
ki ni
Vn
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•The posterior probabilities are obtained as

•The minimum error (Bayes) classifier using the approximations
above will assign x to the class with the highest posterior probability,
that is, the class most represented amongst the k nearest neighbors of
x.
•The region R and the volume V, respectively, are specific for each x.
The k-nn classification rule, however, assigns the class label using
only the numbers ki, so the winning label does not depend on V.

The k-Nearest Neighbor (k-NN) method

Pn (ω i | x) =
pn (x /ω i )P(ω i )

pn (x)
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•k-nn is Bayes-optimal when:

•The error-rate for the k-nearest-neighbor rule for a two-category problem. Each
curve is labelled by k; when k=∞, the estimated probabilities match the true
probabilities and thus the error rate is equal to the Bayes rate, i.e., P = PBayes.

The k-Nearest Neighbor (k-NN) method
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Decision trees
ØNow we shall present the decision trees

ØA kind of non linear pattern classifiers whose operation is easy
to understand

üDecision trees represent a set of IF-THEN rules
üDecision trees are very useful when we need interpretable 

results from our techniques
Ø Parallel implementation of decision trees is easy

ØWe start by explaining the decision stumps
ØAnd then we present decision trees as an extension of decision
stumps
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A Problem
Distinguish rugby players from ballet dancers.

8 CHAPTER 2. GEOMETRIC MODELS I: LINEAR MODELS

2.1 Building & Evaluating a ‘model’ of the data

Machine Learning is concerned with creating and using mathematical data
structures that allow us to make predictions about the data. The data struc-
tures we use (known as “models”) are expressed in various forms, e.g. trees,
graphs, algebraic equations, and probability distributions. The empha-
sis is on constructing these models automatically from the data—this automatic
construction is referred to as learning. We will now meet the first of these, which
are all known as linear models. This, like most of machine learning, will in-LINEAR MODEL

volve some mathematics, specifically this section will require some geometry
and a little calculus, so you may like to revise some old textbooks. Before we
get into that, we need a problem to solve with our learning algorithms.

2.1.1 The Problem to Solve

Imagine you are working for a local rugby club. Your task is to make a computer
system that can distinguish between rugby players, and the ballet dancers who
work next door, occasionally trying to sneak into the rugby club changing rooms.
One option here is to meticulously code an algorithm that could in some way
distinguish between these two types of people. However, this might not be
stable to small changes in the people, such as if a rugby player grows a beard,
or the ballet dancer gains some weight. Instead, we will have a machine learning
algorithm learn the general patterns that distinguish these people, from a set of
examples that we will provide to it. Your employer provides a datafile, a sample
of which is shown in below.

x1, x2, y (label)

98.79, 157.59, 1

93.64, 138.79, 1

42.89, 171.89, 0

. . .

. . .

87.91, 142.65, 1

97.92, 162.12, 1

47.63, 182.26, 0

92.72, 154.50, 1
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Figure 2.1: The rugby-ballet problem. The raw data is on the left, showing the
two features x

1

: the person’s weight in kilograms, and x
2

: the person’s height
in centimetres. It also shows the label y, which here is either 1 or 0. The
scatterplot on the right shows us a slightly nicer way to visualise the data. The
rugby players (y = 1) are red crosses. The ballet dancers (y = 0) are blue dots.

The data on the left is clearly in a ‘spreadsheet’ form, and a little di�cult to
understand, but we’ve scatter plotted it on the right, to see it in a di↵erent way.
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2.1. BUILDING & EVALUATING A ‘MODEL’ OF THE DATA 9

Clearly, we can scatterplot data like this only if we have just two features. All
of the algorithms we cover will work in general for any number of features, but MULTIPLE

FEATURESvisualising the behaviour in 2-d is useful to learn the basics.
We must always keep in mind that this data is just a small fraction of what

our finished model may see when it is eventually “deployed in the field” and
tested for real. The supervised learning pipeline is shown in figure 2.2, showing
how we make use of this data. We have access to this, and only this, and then
we must make a prediction on a new datapoint, which here we will pretend is
x = {85.2, 160.3}.

Model&

Predicted(Label(

Learning&
Algorithm&

     x1           x2!
   85.2, 160.3 !

1&

  x1        !   x2 ! !Label!
98.7 !157.6 ! !1!
93.6 !138.8 ! !1!
42.8 !171.9 ! !0!
…!
87.9 !142.7 ! !1!
97.9 !162.1 ! !1!
47.6 !182.3 ! !0!
92.8 !154.5 ! !1!

Figure 2.2: Reminder of the basic supervised learning pipeline — using train-
ing data to build a model, then evaluating it on unseen testing data. On this
course you will learn several di↵erent model types, and the appropriate learning
algorithm for each.

2.1.2 The Simplest Linear Model: The Decision Stump

Given a visualization of the rugby-ballet data in figure 2.1, your own well-
engineered learning algorithm (i.e. that thing between your ears) can spot a
pattern. We can write a very simple program that will solve the problem,

if x
1

> 70 then ŷ = 1 else ŷ = 0 (2.1)

where we use the notation ŷ to indicate a prediction of the variable y. If we
imagine a function f(x) = (x

1

� t), with t = 70, then an equivalent rule is:

if f(x) > 0 then ŷ = 1 else ŷ = 0 (2.2)

The point of writing this in the second way is that the function f(x) is now
self-contained, and we can now call it a model, in that it has a parameter, t. PARAMETERS
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where we use the notation ŷ to indicate a prediction of the variable y. If we
imagine a function f(x) = (x

1

� t), with t = 70, then an equivalent rule is:
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Clearly, we can scatterplot data like this only if we have just two features. All
of the algorithms we cover will work in general for any number of features, but MULTIPLE

FEATURESvisualising the behaviour in 2-d is useful to learn the basics.
We must always keep in mind that this data is just a small fraction of what

our finished model may see when it is eventually “deployed in the field” and
tested for real. The supervised learning pipeline is shown in figure 2.2, showing
how we make use of this data. We have access to this, and only this, and then
we must make a prediction on a new datapoint, which here we will pretend is
x = {85.2, 160.3}.
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Figure 2.2: Reminder of the basic supervised learning pipeline — using train-
ing data to build a model, then evaluating it on unseen testing data. On this
course you will learn several di↵erent model types, and the appropriate learning
algorithm for each.

2.1.2 The Simplest Linear Model: The Decision Stump

Given a visualization of the rugby-ballet data in figure 2.1, your own well-
engineered learning algorithm (i.e. that thing between your ears) can spot a
pattern. We can write a very simple program that will solve the problem,
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> 70 then ŷ = 1 else ŷ = 0 (2.1)
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The “Decision Stump” is a linear model

8 CHAPTER 2. GEOMETRIC MODELS I: LINEAR MODELS

2.1 Building & Evaluating a ‘model’ of the data

Machine Learning is concerned with creating and using mathematical data
structures that allow us to make predictions about the data. The data struc-
tures we use (known as “models”) are expressed in various forms, e.g. trees,
graphs, algebraic equations, and probability distributions. The empha-
sis is on constructing these models automatically from the data—this automatic
construction is referred to as learning. We will now meet the first of these, which
are all known as linear models. This, like most of machine learning, will in-LINEAR MODEL

volve some mathematics, specifically this section will require some geometry
and a little calculus, so you may like to revise some old textbooks. Before we
get into that, we need a problem to solve with our learning algorithms.

2.1.1 The Problem to Solve

Imagine you are working for a local rugby club. Your task is to make a computer
system that can distinguish between rugby players, and the ballet dancers who
work next door, occasionally trying to sneak into the rugby club changing rooms.
One option here is to meticulously code an algorithm that could in some way
distinguish between these two types of people. However, this might not be
stable to small changes in the people, such as if a rugby player grows a beard,
or the ballet dancer gains some weight. Instead, we will have a machine learning
algorithm learn the general patterns that distinguish these people, from a set of
examples that we will provide to it. Your employer provides a datafile, a sample
of which is shown in below.

x1, x2, y (label)

98.79, 157.59, 1

93.64, 138.79, 1

42.89, 171.89, 0

. . .

. . .

87.91, 142.65, 1

97.92, 162.12, 1

47.63, 182.26, 0

92.72, 154.50, 1
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Figure 2.1: The rugby-ballet problem. The raw data is on the left, showing the
two features x

1

: the person’s weight in kilograms, and x
2

: the person’s height
in centimetres. It also shows the label y, which here is either 1 or 0. The
scatterplot on the right shows us a slightly nicer way to visualise the data. The
rugby players (y = 1) are red crosses. The ballet dancers (y = 0) are blue dots.

The data on the left is clearly in a ‘spreadsheet’ form, and a little di�cult to
understand, but we’ve scatter plotted it on the right, to see it in a di↵erent way.

“Decision Boundary”
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Figure 2.1: The rugby-ballet problem. The raw data is on the left, showing the
two features x

1

: the person’s weight in kilograms, and x
2

: the person’s height
in centimetres. It also shows the label y, which here is either 1 or 0. The
scatterplot on the right shows us a slightly nicer way to visualise the data. The
rugby players (y = 1) are red crosses. The ballet dancers (y = 0) are blue dots.
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Other models will have many more parameters. This model is called a decision
stump, where the threshold required to switch the decision from 0 to 1 is the
parameter t – the point at which it switches is called the decision boundary.DECISION

BOUNDARY This model has a linear decision boundary.
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Figure 2.3: The rugby-ballet data, with the decision boundary for the “decision
stump” model (where the threshold parameter t = 70).

Note that a di↵erent parameter setting, e.g. t = 90 would have yielded a dif-
ferent decision boundary, and hence would have classified our testing datapoint
x = {85.2, 160.3} as a 0 instead of a 1.

So, our model is just the function f(x) = (x
1

� t), and the decision rule forDECISION RULE

the model is a simple “if-then” rule. When the parameter is set correctly, the
model f(x) should give good predictions. The only parameter to set is the t, so
we do a simple line-search to find the optimal value, measuring the number of
errors made on the data for each possible threshold. Finding the best parameter
setting is what we refer to as “learning”.

Learning Algorithm for Decision Stump: Line search

stepsize 1, minErr  99999
for t = min(x) to max(x) by stepsize do

numErrs = numberOfErrors(t)
if numErrs  minErr then

minErr  numErrs
t
best

 t
end if

end for

return t
best

Here, note that we have assumed a function numberOfErrors(t) which evalu-
ates the decision rule eq(2.2) with threshold t on the data, and informs us how
many errors were made. Notice also that we’ve had to assume a stepsize, the
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steps by which we search in the space of possible thresholds. This algorithm
with stepsize = 1 will perfectly solve the rugby-ballet problem, but on a com-
plex dataset, such as that shown below, the wrong choice of step size could
easily overshoot the best parameter value.
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Figure 2.4: A non-linearly separable problem.

This is called a non-linearly separable problem. The original rugby-ballet NONLINEARLY
SEPARABLEdata in figure 2.1 allows us to fit a linear model (i.e. draw a linear decision

boundary) and perfectly separate the classes, thus it is called a linearly separable LINEARLY
SEPARABLEproblem. Whereas we cannot fit a linear decision boundary perfectly between

the two classes in Figure 2.4. This data also helps us illustrate the concept of
an error landscape. Below we have a plot (as we vary t) of the number of errors ERROR

LANDSCAPEthat the decision stump, eq.(2.2) makes.
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Figure 2.5: The error landscape for the non-linearly separable data, varying t.

At di↵erent possible threshold values, the stump makes di↵erent numbers of
errors. When t = �2, most points are predicted to be y = 1, therefore lots of
errors are made. The minimum error is at about t = 0.2, or t = 0.8. These both
cause about 8% error, so in this case there is no reason to pick one over the
other, so we pick one arbitrarily. The learning algorithm returns a setting for
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Other models will have many more parameters. This model is called a decision
stump, where the threshold required to switch the decision from 0 to 1 is the
parameter t – the point at which it switches is called the decision boundary.DECISION

BOUNDARY This model has a linear decision boundary.
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Figure 2.3: The rugby-ballet data, with the decision boundary for the “decision
stump” model (where the threshold parameter t = 70).

Note that a di↵erent parameter setting, e.g. t = 90 would have yielded a dif-
ferent decision boundary, and hence would have classified our testing datapoint
x = {85.2, 160.3} as a 0 instead of a 1.

So, our model is just the function f(x) = (x
1

� t), and the decision rule forDECISION RULE

the model is a simple “if-then” rule. When the parameter is set correctly, the
model f(x) should give good predictions. The only parameter to set is the t, so
we do a simple line-search to find the optimal value, measuring the number of
errors made on the data for each possible threshold. Finding the best parameter
setting is what we refer to as “learning”.

Learning Algorithm for Decision Stump: Line search

stepsize 1, minErr  99999
for t = min(x) to max(x) by stepsize do

numErrs = numberOfErrors(t)
if numErrs  minErr then

minErr  numErrs
t
best

 t
end if

end for

return t
best

Here, note that we have assumed a function numberOfErrors(t) which evalu-
ates the decision rule eq(2.2) with threshold t on the data, and informs us how
many errors were made. Notice also that we’ve had to assume a stepsize, the

“Error landscape”
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Sum up: Decision Stumps

70 CHAPTER 6. TREE MODELS

6.1 From Decision Stumps... to Decision Trees

Recall the definition of a decision stump back in subsection 2.1.2, and imagine
we have the following 1-dimensional problem.

10 # #20 # #30 # #40 # #50 # #60#

10.5#
14.1#
17.0#
21.0#
23.2#

27.1#
30.1#
42.0#
47.0#
57.3#
59.9#

x >θ ?

yes#no#
ŷ = 0 ŷ =1

x > 25 ?

yes#no#

x >16 ? x > 50 ?

no# yes#

ŷ = 0 ŷ =1

no# yes#

ŷ = 0 ŷ =1

The red crosses are label y = 1, and blue dots y = 0. With this non-linearly
separable data, we decide to fit a decision stump. Our model has the form:

if x > t then ŷ = 1 else ŷ = 0 (6.1)

SELF-TEST
Where is an optimal decision stump threshold for
the data and model above? Draw it into the dia-
gram above. Hint: you should find that it has a
classification error rate of about 0.364.

If you locate the optimal threshold for this model, you will notice that it com-
mits some errors, and as we know this is because it is a non-linearly separable
problem. A way of visualising the errors is to remember the stump splits theSPLITTING THE

DATA data in two, as shown below. On the left ‘branch’, we predict ŷ = 0, and on the
right, ŷ = 1.

10 # #20 # #30 # #40 # #50 # #60#

10.5#
14.1#
17.0#
21.0#
23.2#

27.1#
30.1#
42.0#
47.0#
57.3#
59.9#

x >θ ?

yes#no#
ŷ = 0 ŷ =1

Figure 6.1: The decision stump splits the data.

However, if we choose a di↵erent threshold of t = 50, and use a stump that
makes the decision the opposite way round, i.e. if x > t then ŷ = 0 else ŷ = 1,
then this stump will have a better minimum error, that is 0.273. This, combined

Where is a good threshold?

10 20 40 50 60

1
0
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From Decision Stumps, to Decision Trees

- New type of non-linear model

- Copes naturally with continuous and categorical data

- Fast to both train and test (highly parallelizable)

- Generates a set of  interpretable rules



Machine Learning, Part 5, March 2017              Fabio Roli © 28

Decision Stumps

10 20 30 40 50 60
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However, if we choose a di↵erent threshold of t = 50, and use a stump that
makes the decision the opposite way round, i.e. if x > t then ŷ = 0 else ŷ = 1,
then this stump will have a better minimum error, that is 0.273. This, combined

The stump “splits” the dataset.

Here we have 4 classification errors.
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A modified stump

10 20 30 40 50 60

6.1. FROM DECISION STUMPS... TO DECISION TREES 71

with fig 6.1, shows a way for us to make an improved stump model.

Our improved decision stump model, for a given threshold t, is:

Set y
right

to the most common label in the (> t) subsample.
Set y

left

to the most common label in the (< t) subsample.

if x > t then
predict ŷ = y

right

else
predict ŷ = y

left

endif

The learning algorithm would be the same, simple line-search to find the opti-
mum threshold that minimises the number of mistakes. So, our improved stump
model works by thresholding on the training data, and predicting a test dat-
apoint label as the most common label observed in the training data subsample.

Even with this improved stump, though, we are still making some errors.
There is in principle no reason why we can’t fit another decision stump (or
indeed any other model) to these data sub-samples. On the left branch data
sub-sample, we could easily pick an optimal threshold for a stump, and the same
for the right. Notice that the sub-samples are both linearly separable, therefore
we can perfectly classify them with the decision stump. The result1 of doing
this is the following model, which is an example of a decision tree:10 # #20 # #30 # #40 # #50 # #60#

10.5#
14.1#
17.0#
21.0#
23.2#

27.1#
30.1#
42.0#
47.0#
57.3#
59.9#

x >θ ?

yes#no#
ŷ = 0 ŷ =1

x > 25 ?

yes#no#

x >16 ? x > 50 ?

no# yes#

ŷ = 0 ŷ =1

no# yes#

ŷ = 0 ŷ =1

Figure 6.2: A decision tree for the toy 1d problem.

1By this point I hope you’ve figured out that the optimal threshold for the toy problem
was about x = 25. Several other thresholds (in fact an infinity of them between 23.2 and 27.1)
would have got the same error rate of 4/11, but we chose one arbitrarily.

10.5
14.1
17.0
21.0
23.2
27.1
30.1
42.0
47.0

57.3
59.9

x > t ?

yesno

1
0

Here we have 3 classification 
errors.



Machine Learning, Part 5, March 2017              Fabio Roli © 30

Recursion…

10.5
14.1
17.0
21.0
23.2

27.1
30.1
42.0
47.0
57.3
59.9

x > 25 ?

yesno

Just another 
dataset!

Build a stump!
x >16 ?

no yes

ŷ = 0ŷ =1

x > 50 ?

no yes

ŷ =1 ŷ = 0
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Decision Trees = nested rules

x > 25 ?

yesno

x >16 ? x > 50 ?

no yes

ŷ = 0ŷ =1

no yes

ŷ = 0ŷ =1

10 20 30 40 50 60

if x>25 then
if x>50 then y=0 else y=1; endif

else
if x>16 then y=0 else y=1; endif

endif
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A MATLAB example

load breast;
m = dtree().train(data,labels);
m.view()
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‘pop’ is the number of training points that arrived at that node.

‘err’ is the fraction of those examples incorrectly classified. 
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Increasing the maximum depth (10)
Decreasing the minimum number of examples required to make a split (5)

m = 
dtree(‘maxdepth’,10,’minex’5).train(data,labels);
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’Overfitting’ a tree

I The number of possible paths tells you the number of rules.

I More rules = more complicated.

I We could have N rules where N is the size of the dataset.
This would mean no generalisation outside of the training
data, or the tree is overfitted

Overfitting = fine tuning
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tree depth

testing 
error

optimal depth about here

1 2 3 4 5 6
7 8 9

starting to overfit

Overfitting….
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The Tennis Problem
The Tennis Problem

Outlook Temperature Humidity Wind Play Tennis?
1 Sunny Hot High Weak No
2 Sunny Hot High Strong No
3 Overcast Hot High Weak Yes
4 Rain Mild High Weak Yes
5 Rain Cool Normal Weak Yes
6 Rain Cool Normal Strong No
7 Overcast Cool Normal Strong Yes
8 Sunny Mild High Weak No
9 Sunny Cool Normal Weak Yes
10 Rain Mild Normal Weak Yes
11 Sunny Mild Normal Strong Yes
12 Overcast Mild High Strong Yes
13 Overcast Hot Normal Weak Yes
14 Rain Mild High Strong No

Note: 9 examples say ’yes’, 5 examples say ’no’.
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Outlook

Humidity

HIGH

RAINSUNNY
OVERCAST

NO

Wind

YES

WEAKSTRONG

NO

NORMAL

YES

YES

6.3. DEALING WITH CATEGORICAL DATA 75

Once again, an answer for any given example is found by following a path
down the tree, answering questions as you go. Each path down the tree encodes
an if-then rule. The full ruleset for this tree is:

if ( Outlook==sunny AND Humidity==high ) then NO
if ( Outlook==sunny AND Humidity==normal ) then YES
if ( Outlook==overcast ) then YES
if ( Outlook==rain AND Wind==strong ) then NO
if ( Outlook==rain AND Wind==weak ) then YES

Notice that this tree (or equivalently, the ruleset) can correctly classify every
example in the training data. This tree is our model, or, seen in another light,
the set of rules is our model. These viewpoints are equivalent. The tree was
constructed automatically (learnt) from the data, just as the parameters of our
linear models in previous chapters were learnt from algorithms working on the
data. Notice also that the model deals with scenarios that were not present in
the training data – for example the model will also give a correct response if we
had a completely never-before-seen situation like this:

Outlook Temperature Humidity Wind Play Tennis?
Overcast Mild High Weak Yes

The tree can therefore deal with data points that were not in the training data.
If you remember from earlier chapters, this means the tree has good generalisa-
tion accuracy, or equivalently, it has not overfitted.

Let’s consider another possible tree, shown in figure 6.5. If you check, this
tree also correctly classifies every example in the training data. However, the
testing datapoint “overcast/mild/high/weak”, receives a classification of ‘NO’.
Whereas, in fact, as we just saw, the correct answer is YES. This decision tree
made an incorrect prediction because it was overfitted to the training data. OVERFITTING

As you will remember, we can never tell for sure whether a model is overfitted
until it is evaluated on some testing data. However, with decision trees, a strong
indicator that they are overfitted is that they are very deep, that is the rules
are very fine-tuned to conditions and sub-conditions that may just be irrelevant
facts. The smaller tree just made a simple check that the outlook was overcast,
whereas the deeper tree expanded far beyond this simple rule.

SELF-TEST
What prediction will the tree in figure 6.5 give for
this testing datapoint?

Outlook Temperature Humidity Wind
Sunny Mild High Strong
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72 CHAPTER 6. TREE MODELS

Just as a decision stump is a rule, a decision tree is a nested set of rules. The
one above can be written as:

if x > 25 then
if x > 50 then ŷ = 1; else ŷ = 0; endif

else
if x > 16 then ŷ = 1; else ŷ = 0; endif

endif

As you might expect at this point, a learning algorithm to construct this tree
automatically from the data will be a recursive algorithm. If you are out of
practice with the concept of recursion, I suggest you revisit your old computer
science books, as it will not be covered on this module.

The algorithm, below, is called with buildTree(subsample, maxdepth),
where subsample is the dataset (feature and labels), and maxdepth is the max-
imum allowable depth that you want the tree to grow to. The base case termi-TREE DEPTH

nates the algorithm when this depth is reached. The algorithm therefore returns
a tree with maximum depth less than or equal to this.

Decision Tree Learning Algorithm (sometimes called “ID3”)

1: function buildTree( subsample, depth )
2:

3: //BASE CASE:
4: if (depth == 0) OR (all examples have same label) then
5: return most common label in the subsample
6: end if
7:

8: //RECURSIVE CASE:
9: for each feature do

10: Try splitting the data (i.e. build a decision stump)
11: Calculate the cost for this stump
12: end for
13: Pick feature with minimum cost
14:

15: Find left/right subsamples
16: Add left branch  buildTree( leftSubSample, depth� 1 )
17: Add right branch  buildTree( rightSubSample, depth� 1 )
18:

19: return tree
20:

21: end function
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The Tennis Problem

The Tennis Problem
Outlook Temperature Humidity Wind Play Tennis?

1 Sunny Hot High Weak No
2 Sunny Hot High Strong No
3 Overcast Hot High Weak Yes
4 Rain Mild High Weak Yes
5 Rain Cool Normal Weak Yes
6 Rain Cool Normal Strong No
7 Overcast Cool Normal Strong Yes
8 Sunny Mild High Weak No
9 Sunny Cool Normal Weak Yes
10 Rain Mild Normal Weak Yes
11 Sunny Mild Normal Strong Yes
12 Overcast Mild High Strong Yes
13 Overcast Hot Normal Weak Yes
14 Rain Mild High Strong No

Note: 9 examples say ’yes’, 5 examples say ’no’.Note: 9 examples say “YES”, while 5 say “NO”.
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Partitioning the data…

Example: partitioning data by “wind” feature

Outlook Temp Humid Wind Play?
2 Sunny Hot High Strong No
6 Rain Cool Normal Strong No
7 Overcast Cool Normal Strong Yes
11 Sunny Mild Normal Strong Yes
12 Overcast Mild High Strong Yes
14 Rain Mild High Strong No

3 examples say yes, 3 say no.

Outlook Temp Humid Wind Play?
1 Sunny Hot High Weak No
3 Overcast Hot High Weak Yes
4 Rain Mild High Weak Yes
5 Rain Cool Normal Weak Yes
8 Sunny Mild High Weak No
9 Sunny Cool Normal Weak Yes
10 Rain Mild Normal Weak Yes
13 Overcast Hot Normal Weak Yes

6 examples say yes, 2 examples say no.

The Tennis Problem
Outlook Temperature Humidity Wind Play Tennis?

1 Sunny Hot High Weak No
2 Sunny Hot High Strong No
3 Overcast Hot High Weak Yes
4 Rain Mild High Weak Yes
5 Rain Cool Normal Weak Yes
6 Rain Cool Normal Strong No
7 Overcast Cool Normal Strong Yes
8 Sunny Mild High Weak No
9 Sunny Cool Normal Weak Yes
10 Rain Mild Normal Weak Yes
11 Sunny Mild Normal Strong Yes
12 Overcast Mild High Strong Yes
13 Overcast Hot Normal Weak Yes
14 Rain Mild High Strong No

Note: 9 examples say ’yes’, 5 examples say ’no’.
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Thinking in Probabilities...

Before the split : 9 ’yes’, 5 ’no’, ......... p(0yes 0) = 9
14 ⇡ 0.64

On the left branch : 3 ’yes’, 3 ’no’, ....... p(0yes 0) = 3
6 = 0.5

On the right branch : 6 ’yes’, 2 ’no’, ...... p(0yes 0) = 6
8 = 0.75

Remember... p(0no 0) = 1� p(0yes 0)

Thinking in Probabilities…
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The “Information” in a feature
The ‘Information’ contained in a variable - Entropy

More uncertainty = Less information

H(X ) = 1.0
H(X) = 1

More uncertainty = less information
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The “Information” in a feature

H(X) = 0.72193

Less uncertainty = more information
The ‘Information’ contained in a variable - Entropy

Lower uncertainty = More information

H(X ) = 0.72193
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Entropy

78 CHAPTER 6. TREE MODELS

Entropy - a measure of information

Think of a coin flip. How “random” is a coin flip? One might say a fair coin,
equally balanced for heads/tails, would be “completely” random. On the other
hand, a biased coin, that is one that would come up more often as tails than as
heads, is “less random”.

One might imagine, that if we learnt that the distribution was biased, we
have more information, that is with less randomness, we got more information.
And conversely, when we know nothing at all about the coin, we must presume
it is completely random, so with more randomness, we have less information.
The entropy is a mathematical expression for quantifying this randomness. The
entropy of a variable X is given by.

H(X) = �
X

x2X

p(x) log p(x) (6.2)

where the sum is over all possible states that the variable X could possibly take.
The log is base 2, giving us units of measurement ’bits’. In the coin example,
we have:

H(X) = �
⇣

p(head) log p(head) + p(tail) log p(tail)
⌘

= �
⇣

0.5 log 0.5 + 0.5 log 0.5
⌘

= �
⇣

(�0.5) + (�0.5)
⌘

= 1

So the entropy, or the “amount of randomness”, is 1 bit. Try to work it out
below, for the biased coin.
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hand, a biased coin, that is one that would come up more often as tails than as
heads, is “less random”.

One might imagine, that if we learnt that the distribution was biased, we
have more information, that is with less randomness, we got more information.
And conversely, when we know nothing at all about the coin, we must presume
it is completely random, so with more randomness, we have less information.
The entropy is a mathematical expression for quantifying this randomness. The
entropy of a variable X is given by.
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where the sum is over all possible states that the variable X could possibly take.
The log is base 2, giving us units of measurement ’bits’. In the coin example,
we have:

H(X) = �
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⌘

= �
⇣

0.5 log 0.5 + 0.5 log 0.5
⌘

= �
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= 1

So the entropy, or the “amount of randomness”, is 1 bit. Try to work it out
below, for the biased coin.

Entropy

The amount of randomness in a variable X is called the ’entropy’.

H(X ) = �
X

i

p(xi ) log p(xi ) (1)

The log is base 2, giving us units of measurement ’bits’.
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Calculating Entropy
Reducing Entropy = Maximise Information Gain

The variable of interest is “T” (for tennis), taking on ’yes’ or ’no’
values. Before the split : 9 ’yes’, 5 ’no’, .........
p(0yes 0) = 9

14 ⇡ 0.64

In the whole dataset, the entropy is:

H(T ) = �
X

i

p(xi ) log p(xi )

= �
n 5

14
log

5

14
+

9

14
log

9

14

o

= 0.94029

H(T ) is the entropy before we split.

See worked example in the supporting material.
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Information Gain, also known as “Mutual Information”
Reducing Entropy = Maximise Information Gain

H(T ) is the entropy before we split.

H(T |W = strong) is the entropy of the data on the left branch.
H(T |W = weak) is the entropy of the data on the right branch.

H(T |W ) is the weighted average of the two.

Choose the feature with maximum value of H(T )� H(T |W ).

See worked example in the supporting material.
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72 CHAPTER 6. TREE MODELS

Just as a decision stump is a rule, a decision tree is a nested set of rules. The
one above can be written as:

if x > 25 then
if x > 50 then ŷ = 1; else ŷ = 0; endif

else
if x > 16 then ŷ = 1; else ŷ = 0; endif

endif

As you might expect at this point, a learning algorithm to construct this tree
automatically from the data will be a recursive algorithm. If you are out of
practice with the concept of recursion, I suggest you revisit your old computer
science books, as it will not be covered on this module.

The algorithm, below, is called with buildTree(subsample, maxdepth),
where subsample is the dataset (feature and labels), and maxdepth is the max-
imum allowable depth that you want the tree to grow to. The base case termi-TREE DEPTH

nates the algorithm when this depth is reached. The algorithm therefore returns
a tree with maximum depth less than or equal to this.

Decision Tree Learning Algorithm (sometimes called “ID3”)

1: function buildTree( subsample, depth )
2:

3: //BASE CASE:
4: if (depth == 0) OR (all examples have same label) then
5: return most common label in the subsample
6: end if
7:

8: //RECURSIVE CASE:
9: for each feature do

10: Try splitting the data (i.e. build a decision stump)
11: Calculate the cost for this stump
12: end for
13: Pick feature with minimum cost
14:

15: Find left/right subsamples
16: Add left branch  buildTree( leftSubSample, depth� 1 )
17: Add right branch  buildTree( rightSubSample, depth� 1 )
18:

19: return tree
20:

21: end function

maximum information 
gain

gain
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